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Abstract 
Augmented reality (AR) offers new possibilities for sound designers to create audio only ap-

plications. This thesis examines the sonic potential that the sport of running offers for such 

applications. A prototype is presented by discussing the technical and artistic challenges as 

well as describing the practical implementation. Finally, example scenes are discussed to il-

lustrate the prototype. 
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1 Setting the Goal 
Introduction 

When I started my studies at Zurich University of the Arts, the longest distance I had ever run was 

three kilometers. That was at college, and it was absolute torture. Almost ten years later, in a seminar 

focusing on sonic interaction design, students were assigned the task of creating a sonic interaction 

that involved some sort of human body movement. At that time, I was developing a mobile application 

that included mapping data from an accelerometer sensor to sound, so I chose the path of least re-

sistance and adapted it to play the title track of an anime series (Pokémon, if I remember rightly) when 

the user moved her/his legs. 

What happened next was unforeseeable and unimaginable to me: I actually enjoyed that simple pro-

totype a lot. In fact, I enjoyed it so much that I started long distance running on a regular basis. Often 

when I was running, I would collect ideas for an interactive audio app for runners. While the first ideas 

were quite humble (“an app that plays motor sounds when you run”), they quickly developed a ten-

dency towards megalomania (“a game just like Super Mario, but you are Super Mario, running and 

jumping through a virtual world purely built from sound, collecting coins which you can then use to 

buy stuff at your local sporting goods store”). And thus, while I made slow, but steady progress at 

running through regular exercise, I almost unnoticeably failed to do the same with my app ideas: At 

some point, I had piled up such a huge number of ideas and done so little to implement any of them 

that I had to abandon the project for some time as it started chasing me instead of inspiring me during 

my runs. 

But because I discovered running and sonic interaction design not only at the same time, but through 

each other, the two kept having a special connection in my mind, so I eventually came back to it and 

started sorting, assessing and implementing my ideas. This thesis follows my attempt to create an 

interactive audio experience for runners. It is not just a description of the resulting software; readers 

looking for this are encouraged to consult the code documentation (appendix B). Instead, it tries to 

reflect on the process of getting there. 

I build upon research from various domain. But I also draw strongly from my professional experience 

as a sound designer and software developer as well as my personal experience as a runner. Chapter 2 

provides a summary on relevant literature. Chapter 3 operationalizes the sport of running for the use 

case of an Augmented Reality (AR) audio app. Chapter 4 discusses the preliminaries of the implemen-

tation. Chapters 5 to 7 describe the implementation of the prototype. Finally, chapter 8 summarizes 

the findings, highlights open questions and provides an outlook on possible future work. 
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2 Before the Run: Eating Properly 
Theory & Background 

The goal of this chapter is to contextualize the other chapters within existing research. This structure 

may evoke the impression that the development of the prototype followed a linear, research-driven 

path. For the most part, this is not correct, as I developed the ideas for the prototype not at my desk, 

but while I was running. Referring to Márquez Segura et al. (2016), this method could be described as 

bodystorming. Hence, while the development of the prototype was definitely inspired by existing the-

ory to some extent, the opposite is also true: Sometimes I implemented a feature to find out that 

similar ideas have already been described in literature. Some of the ideas developed literally “in the 

field” turned out to be not new at all. Some others directly contradict findings of existing research. I 

try to focus on three kinds of studies here: 1) studies that suggest ideas I support and implement in 

my work 2) studies that suggest ideas I find interesting, but do not use in my work and 3) studies 

suggesting ideas that contradict my work, my personal experience or that I don’t agree with for other 

reasons. Where I find it appropriate, I will also include my personal thoughts on the discussed topics. 

2.1 Running, Jogging, Sprinting 

Running has been studied by many disciplines and thus has many definitions. In The Biomechanics of 

Running, Slocum & Bowerman (1962) explicate: 
 

“By definition, a running stride is a complete cycle of motion consisting of a period of weight-

bearing or support on one foot followed by a period of non-weight bearing or float, then a period 

of weight-bearing on the other foot and another period of float. This may be contrasted with 

walking, in which each period of support on one foot is followed by a period of double support 

when weight is borne on both feet.” (p. 39) 
 

This may not be the catchiest definition, but I find its pursuit of accuracy admirable. There are more 

biomechanical characteristics that distinguish running from walking. For example, the flexion of the 

knee is significantly greater when running than when walking (Mann & Hagy, 1980). Making such 

statements requires carefully studying human locomotion, and this in turn requires methods of meas-

uring body movement at different pace and speed. There are a variety of strategies to measure both 

the intensity of movement (on an interval scale, gradually) and the mode of movement (on an ordinal 

scale, e.g., walking – running – springing). According to Lee et al  (2015), the variation of angular ve-

locity can be used to measure intensity, while the shape of the same velocity curve can be used to 

determine the mode of movement. More robust detection of movement intensity and mode demand 

more complex algorithms. For a summary on different approaches, see Bao & Intille (2004). Most al-

gorithms use data from an accelerometer (see for example López et al., 2015). Other approaches use 
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machine learning (Zdravevski et al., 2017). While some of those methods could possibly be adapted 

for an augmented reality application, the necessity for a low latency system renders methods as the 

latter useless. 

From a psychological and neurological perspective, one of the most interesting phenomena of long-

distance running is the so-called runner’s high, a state of euphoria long-distance runners can reach 

under certain circumstances. There is “[…] no generally accepted definition as to what runner’s high 

is, but common descriptions include feelings like “pleasantness”, “inner harmony”, “boundless en-

ergy” or even druglike “orgiastic” sensations” (Boecker et al., 2008). There are various tentative ex-

planations for runner’s high. Morgan (1985) argues that specific endorphins are responsible for the 

phenomenon. This hypothesis is supported by Boecker et al. (2008), who provide “[…] evidence that 

release of endogenous opioids occurs in frontolimbic brain regions after sustained physical exercise 

and that there is its close correlation to perceived euphoria of runners” (p. 2530). 

The distinction between jogging, running and sprinting is not as clear as the distinction between walk-

ing and running (Mueller et al., 2017, p. 44). I use the term running throughout this thesis, and this 

includes jogging and sprinting. Biomechanically, this may be inaccurate, but for my purposes, it seems 

adequate, since my prototype is not (yet) targeted at a specific skill level or type of runner. 

2.2 Augmented Reality and Audio 

Augmented reality (AR) is “a variation of […] virtual reality […]. AR supplements reality, rather than 

completely replacing it. […] Ideally, it would appear to the user that the virtual and real objects coex-

isted in the same space” (Azuma, 1997, p. 356). A typology of augmented reality that is organized 

across four “axes” can be found in Normand et al. (2012, pp. 4–5). The fourth axis is worth special 

attention: It “[…] covers other rendering modalities that go beyond visual augmented reality. It re-

mains rather limited today […]”. This is quite interesting, because it implicitly neglects, or at least di-

minishes, the role of sound in AR. 

I (and AR research in general) do not support this point, and there are many interesting examples for 

AR involving sound (see for example Moustakas et al., 2009). Because sound can be involved in AR to 

various extents, it is useful do define what qualifies an AR app as an audio app or an audio game. 

According to Rovithis et al. (2019, p. 146), audio games “rely mainly or exclusively on sound to express 

the game’s space, plot and action”. While the authors focus on using augmented reality audio for 

educational games, their definition of mixing audio and AR is useful for augmented reality audio in 

general: “Utilizing sound as the carrier of augmentation results in the concept of Augmented Reality 

Audio […], in which users perceive the surrounding environment in its “pseudoacoustic” form, i.e. the 

real acoustic environment is captured through microphones, mixed with virtual sound events and re-

turned to the user via headphones” (Rovithis et al., 2019, p. 147). Extending this syntax, I would argue 
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that, if the sound is the carrier of the augmentation, then the user, who interacts with the sound 

through some sort of auditory interface, is the modulator of the augmentation. Shilling (2001) empha-

sizes the importance of well-designed auditory interfaces: “[…] placing someone in a virtual world with 

an improperly designed auditory interface is equivalent to creating a “virtual” hearing impairment for 

the user” (p.1). This seems especially important if the auditory interface is the only interface there is, 

which is the case in audio only games. 

I use the terms application and game somewhat interchangeably. Wolf (2001) identifies four charac-

teristics that are specific to games: “conflict (against an opponent or circumstances), rules (determin-

ing what can and cannot be done and when), use of some player ability (such as skill, strategy or luck), 

and some kind of valued outcome (such as winning or losing, or the attaining of the highest score or 

the fastest time for the completion of a task) (p. 14, emphasis in original). The presented prototype 

does not define a fixed set of rules or goals, instead it leaves this decision mostly to the sound designer. 

Therefore, scenes built with it can share some characteristics with games, but do not necessarily have 

to. For instance, the dichotomy of physical and mental world (see chapter 3.1) could be shaped as a 

conflict as well as a coexistence. 

Augmented reality audio imposes new challenges for sound production as well as mixing. Rämö & 

Välimäki (2012) acknowledge the need for low latency systems and propose the use of binaural head-

phones. I agree with the authors that latency is one of the biggest obstacles to immersion in AR as 

well as in VR. Albrecht et al. (2011) discuss an AR system with binaural microphones running on a 

mobile platform. Regarding the hardware setup, this comes probably closest to my prototype’s setup. 

Moustakas et al. (2020) propose a new technique of adaptive audio mixing for augmented reality that 

aims to “[…] eliminate acoustic phenomena like the auditory masking effect among the acoustic envi-

ronments, and to enhance the listener’s immersion by achieving a better transparency in the mix” (p. 

223). This approach is especially interesting for audio apps that are used in an outside environment. 

When the sonic characteristics of the ambience are unknown, pre-mixing audio assets to meet the 

situational requirements becomes impossible. A game that relies on the player interacting with certain 

sonic cues has to make sure these are audible. While I did not explicitly consider this when designing 

my prototype, it definitely affected some design decisions. Drawing from my own experience, I would 

add that AR audio not only imposes new challenges for producing and mixing, but also for organizing 

sound assets. While some strategies from game design can certainly be adapted (looping or random-

izing for instance), I argue that finding a way of organizing audio assets and the relationship among 

them is a crucial part of AR sound design.  
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2.3 Spatial Audio 

Spatial audio is one of the main research interests in AR audio. Spatializing virtual sources in head-

phones is achieved by “filtering monaural recorded (or synthesized) sound with appropriately selected 

Head Related Transfer Function (HRTFs)” (Floros et al., 2007, p. 125). 

However, when using spatial audio in AR games, there are various challenges. Drawing from my own 

experience, I agree with Härmä et al. (2004) that “[i]n augmented reality audio, probably the most 

severe problem is a perceived effect of having the virtual source localized inside the head” (p. 619). 

My prototype uses transparent hearing with binaural microphones, but it does not (yet) extensively 

use binaural rendering of virtual sources. The main reason is that, in an outside environment which is 

not known in advance, it is particularly difficult to achieve externalization and accurate distance per-

ception. Because it took quite some time and experimenting to get to this insight, I think it is indicated 

to reflect my main thoughts about binaural audio and AR. Here, I will give a summary on the theoretical 

requirements of successful source externalization according to research. A summary of the specific 

challenges I found when trying to use spatialized virtual sources within my prototype can be found in 

chapter 8.2. 

Best et al. (2020) suggest that “a binaural signal will be externalized as long as it provides all of the 

cues that would be available to the ears in some natural listening situation […]” (p. 2). This implies that 

externalization is actually our natural way of processing sonic stimuli, while “internalization is the re-

sult of a violation of expectations” (p. 2). Li et al. (2020) identify four acoustic cues that are relevant 

to externalization: inter-aural level difference, inter-aural time difference, spectral cues and direct-to-

reverberant ratio. Additionally, they identify two non-acoustic cues: visual cues and familiarity of the 

sound source.  While the importance of most of the cues has been known for some time, “their com-

bined influences are still poorly understood” (Li et al., 2020, p. 1). Baumgartner & Majdak (2020) exa-

mined how humans weigh these different cues. They argue that the importance attributed to the cues 

is rather static and not, as was proposed by other scholars, dynamically changed depending on the 

hearing situation.  

The type of HRTFs that are used for rendering also has an influence on the perceived externalization. 

While most binaural renderers use generalized HRTFs, research points out that “personalized HRTFs 

[…] may strengthen the illusion [of externalization] in some circumstances” (Best et al., 2020, p. 10). 

Among the non-acoustic cues, the room divergence effect may be the most important for AR contexts: 

The “[…] perceived externalization is significantly lower if listening room and synthesized room are 

diverge in their characteristics” (Werner et al., 2016, p. 2). Neidhardt (2016) points out that distance 

perception is improved when the listener is moving, while head movements improve localization, but 

not necessarily distance perception. Spectral cues not only include the room characteristics, but also 
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the source itself: When playing low-passed and high-passed noise bursts to test persons, Levy and 

Butler (1978) found that high-frequent stimuli were less likely to be externalized. There is a consensus 

in literature that “reverberant sounds are more likely than anechoic sounds to be perceived as exter-

nalized” (Best et al., 2020, p. 5), but while externalization “[…] usually benefits from reverberation […] 

the interaction of underlying cues is still debated” (Baumgartner & Majdak, 2020, p. 12). 

In conclusion, successful externalization depends on the listener’s expectations and hearing habits, on 

situational cues (room, vision etc.) and the characteristics of the sound source itself. It makes matters 

worse that, even if the interplay of the different cues could be completely understood, “there can be 

extremely large individual differences in externalization percepts” (Best et al., 2020, p. 9). 

While a good part of AR literature regards spatial audio as the way to go for AR audio in general, there 

is an additional conflict in the particular case of a running AR app. Research in psychology and sports 

science proposes that listening to music (thus, usually non-spatialized audio) could have a positive 

influence on both physical activity enjoyment (see Weng, 2019; Yamashita et al., 2006) as well as per-

formance (see Beckett, 1990; Brownley et al., 1995; Srinivasan et al., 2009), including running. Thus, 

whether spatial audio is really the way to go cannot be said in general for any AR application.  

2.4 Gesture and Sound 

Mapping gestures to sound is a domain that has produced a large amount of research as well as many 

remarkable works of art. The basic principle that most of these approaches have in common is that 

they use some kind of motion sensor, often an accelerometer, to collect data. After optionally being 

filtered, this data is mapped to parameters of some audio synthesis software, such as Max/MSP, Able-

ton Live or PureData. Robinson et al. (2015) have developed a glove that is equipped with sensors and 

can be used to control sound synthesis. Schacher (2010) uses a two-component system consisting of 

both accelerometer sensors and cameras to track the movement of dancers and map them to sound. 

Bisig & Palacio (2020) have developed shoes with special inlays that can be used to control sound 

synthesis. Just like musical instruments, many gesture-to-sound systems have to be learnt and mas-

tered before they can be used to play rich sound, they require “[…] the control of a multimodal inter-

face […] that mediates the transformation of bio-mechanical energy to sound energy” (Maes et al., 

2010, p. 67). Because they often provide the ability to produce dramatic sonic changes with little 

movements, they require awareness and acquisition of specific (micro) movements. The phenomenon 

of runner’s high, on the other hand, has often been described rather as a mental, or even disembodied 

experience. Therefore, while I work with sensors too, my prototype does not directly map movement 

to sound (with some exceptions) and has a different focus, and I would not characterize it as an in-

strument or a musical interface. 
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2.5 Game Design Perspectives on Running 

Running has also received attention in game design theory. Mueller et al (2017) give an extensive 

introduction on jogging apps from a game design perspective, discussing different “design lenses” on 

jogging. They identify 13 such lenses, however, the most important for this thesis is the “story of the 

jog: How to support the jog as a narrative?” (p. 48). The authors argue that by treating a run as a story, 

the “jogging experience can be articulated as a story that is filled with uncertainty, and as a conse-

quence, it motivates people to participate in order to address this uncertainty” (p. 48). The second 

lens of interest deals with the situational aspects of running: “The introduction of objects that distort 

the perception of a setting can often transform a premise. Designers can exploit this to offer novel 

and interesting experiences.” (p. 47). I would add here that the distortion of the environmental setting 

can not only be achieved by introducing new objects, but also by directly altering its ambience (e.g., 

by adding sound effects) if heard through headphones. 

One interesting thing about this study is its repeated claim that jogging is simple in the beginning and 

gets harder the longer the run goes on because of physical fatigue. This does not only contradict my 

own experience, but also the phenomenon of runner’s high, which has been extensively studied by 

science (without clear results, though). This could be taken as proof that, while running is “just” a 

physical activity from a biomechanical perspective, it is specific interpretations of running that become 

interesting for art and sound design, and these interpretations can be contradicting. 

From a game design perspective, I also find it interesting that in traditional1 video games, running is 

the standard way of locomotion. Though games like Skyrim or Cyberpunk 2077 do also offer a walking 

mode, I remember that when I played Skyrim, I very rarely used the option to walk. But sometimes, 

when I had completed a hard quest and finally, after hours of darkness, left some eerie dungeon, I 

would look at Skyrim’s virtual mountain scenery and walk for a minute. These were among the most 

immersive moments I had with this game. Here, I see an important distinction between running in 

video games and an AR game for runners: Literally feeling the avatar’s mental and physical fatigue 

such that one allows her/him a moment of rest can be understood as slipping into the avatar’s body. 

The immersion then is that a body that is completely virtual suddenly becomes physically perceptible. 

In contrast, as argued before, I would classify most descriptions of runner’s high as a pleasant disem-

bodiment. In the words of Sillitoe’s (1960) long-distance runner: “I go my rounds in a dream, turning 

at lane or footpath corners without knowing I’m turning, leaping brooks without knowing they’re 

there, and shouting good morning to the early cow milker without seeing him” (p. 10). 

 
1 Not AR, not VR 
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2.6 Augmented Reality and Sports 

Augmented reality has manifold applications in sports. I propose to categorize them between two 

extremes. First, some applications are targeted purely at increasing the user’s athletic performance 

or, more generally speaking, assisting their training. For example, Gradl et al. (2016) propose using AR 

for tracking and analyzing movements in team sports. Bozyer (2015) describes an AR system that sup-

ports archers in their training. Those applications have in common that the augmentation serves the 

clear purpose of making things perceptible (visually or sonically, for example) that help the athlete 

improve their skill; in other words, augmentation is a means to an end. 

The second type consists of AR games that mainly target the user’s experience, either by augmenting 

an existing sport, or even by inventing new sports that are tailored to the capabilities of AR systems. 

Park et al. (2006) present an AR table tennis game that completely replaces the table by a virtual 3D 

model. With this type of applications, the role of augmentation is not purely subsidiary and can even 

become autotelic. 

Many applications are to be seen as hybrids. For example, Sano et al. (2016) developed an AR system 

that supports players in a ball game by visualizing the expected trajectory of the ball. Their goal was 

not to generally improve players’ performance, but to bridge the gap between different skill levels 

among players, and thus promote playing ball games as an entertaining social activity. Kajastila & 

Hämäläinen (2014) propose an AR system for climbing walls. While their system should help climbers 

improve their performance, it does so by means of making climbing walls more entertaining by pro-

jecting 3D graphics on them.  

Augmented reality is also being incorporated in sports broadcasting. A very popular example from 

tennis sport is hawk-eye (Hawk-Eye Innovations Ltd, 2021). Mahmood et al. (2017) propose a system 

that automatically detects important features in sports broadcasting and displays additional data to 

the viewer. 

From the occasional jogger to the professional marathon runner, there are multiple types of runners. 

Accordingly, multiple types of running apps exist that target different audiences.  

2.7 Running Apps and Sound 

A variety of augmented reality mobile apps for joggers have been developed in the past. I will review 

only a selection of these, for a more extensive review refer to Mueller et al. (2017). Also, I will focus 

my review on the role of sound within the apps. Thus, I will ignore apps that focus on tracking the 

user’s athletic performance or covered route and don’t use audio at all. It should be noted though that 

the latter kind makes up for the vast majority of publicly available running apps, while audio running 

apps still seem to be quite a niche. Some notable applications are: 
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Jogging over a Distance (Mueller, 2021; see also Mueller et al., 2010): This app connects two 

joggers sonically by making them hear the microphone output of the respective other. Ad-

ditionally, it spatializes the audio such that joggers can tell from the sound alone if the coun-

terpart is next to, behind, or in front of them, although they are geographically separated. 

Situated Music (Sakata et al., 2006): This application tries to choose music that fits the user’s 

pace, using various sensor values. It measures the number of steps per unit of time as well 

as the step length (although it is not entirely clear if length is to be understood temporally 

or spatially). 
 

PaceTunes: In this app, the jogger has to keep a certain pace to listen to the music. Running 

too slow causes the music to be in front of her/him, while running too fast causes the oppo-

site. This idea seems especially interesting, as it uses spatial audio in combination with music 

and involves some real-time audio processing to spatialize the music. Unfortunately, while 

described in Mueller et al. (2017) the original paper is still unpublished. My notion of diving 

for the music (see chapter 7.1) follows a similar path, but while Mueller et al. use spatialized 

music to support the runner’s awareness of pace and improve athletic performance, my 

approach focuses on augmenting the experience of running by integrating the music into the 

dramaturgy of running (see chapter 3). 
 

Zombies, Run! (Six to Start Ltd, 2021): This app takes a heavily story-driven approach. It 

places the jogger in a virtual Zombie apocalypse. There, the jogger can choose from different 

missions, which usually involve running away from zombies. The sonic interaction is realized 

through playback of sound effects (such as helicopters) and speech (such as getting orders 

or warnings which are stylized as radio messages from non-player characters [NPCs]). While 

the story of Zombies, Run! is established almost exclusively through sound, it uses pre-fab-

ricated sound assets and scripted events. It does for the most part not rely on location data; 

instead, its sonic interaction relies on detecting if and at what speed the user is running. This 

way, it is usable independently of the user’s location. 

 

It should be noted that, except from Zombies, Run!, none of the presented apps are available to the 

public. So, while PaceTunes and Jogging Over a Distance sound particularly interesting from a sound 

designer’s perspective, I couldn’t test and assess them personally.  

In conclusion, a multitude of applications exist that aim at creating an interactive jogging experience 

through sound. Some are heavily story-driven, others are focused on performance. They use sound to 

various extents and in various functions. There is one aspect though that hasn’t gained much attention 

by research, and even less by consumer products: Using real-time audio processing and synthesis as 
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the “carrier of augmentation results”. Apart from PaceTunes, which isn’t available anywhere at the 

time of writing this, none of them puts its emphasis on using the data generated by sensors to control 

a system of audio processing and synthesis in real-time. Thus, applications described in literature do 

not seem to recognize the narrative potential audio processing itself, without the need for traditional, 

verbal storytelling. Therefore, this will be one of the main aspects of my study. 
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3 Planning the Route 
Defining the Prototype 

I have discussed various literature perspectives on AR and running in the previous chapter. Before I 

try to precisely define my prototype, I feel it is necessary to elaborate my own stance on what running 

means to me and, consequently, for my work.  

3.1 A Story About Running 

As Mueller et al. (2017) point out, “[…] the idea of a story offers opportunities to use technology to 

transform an “ordinary” jog into a “dramatic” experience” (p. 48). I strongly support this argument. 

The narrative potential of running is so large that it serves as a metaphor for countless other things: 

When we don’t want to face our problems, we are figuratively running away from them. We are run-

ning out of time when we’re finishing a thesis, and after we unexpectedly made it on time, hand it in 

and get our diploma, chances are we decide to run our own business for the rest of our lives. Running 

has a long history of serving as a metaphor for life, with contributions ranging from international best-

selling novels (see for example Murakami, 2008) to sheer platitudes (see for example De Medeiros, 

2021). One of the biggest sporting events in running, the marathon race, is mythically charged by the 

story of Greek soldier Philippides, who is said to have run 40 kilometers to deliver the message of the 

victory in the battle of Marathon, before dying from exhaustion (Magill, 2003, p. 820). In Alan Sillitoe’s 

The Loneliness of the Long-distance runner (1960) the protagonist describes an early morning run as 

follows: “[E]very run like this is a life – a little life, I know – but a life as full of misery and happiness 

and things happening as you can ever get really around yourself” (p. 23). And, last but not least, in 

software development, running has so many meanings that I was at first hesitant to even use the term 

in its original meaning to avoid confusion. The stories of running range from figurative everyday lan-

guage to historical drama of global importance. What I am trying to say is that running is not just some 

narration, but in many ways, it qualifies as one of the archetypical narrations of humankind and the 

blueprint of many other stories. This is why it is a particularly interesting use case for a dramatized 

narration through sound, while its repeating leg movement may not be very interesting for direct son-

ification through “expressive gestures” (Maes et al., 2010, p. 68). When the repeated act of lifting the 

feet is running’s micro-narrative or micro-movement, then I would say I am much more interested in 

the macro-narratives or macro-movements. 

So, there is not one story about running. It is important to note that I have two intentions: 

- I intend to create a toolbox that enables sound designers and musicians to tell many different 

interactive audio stories about running, 

- But I will create this toolbox by means of following one specific story about running. 
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So, what is my story of running? 

Although running is a physical activity, it has a strong mental component. Research shows that it has 

significant effects on cognitive processes both long-term (Suter et al., 1991) and short-term 

(Nakamura et al., 1999). Descriptions of runner’s high (see chapter 2.1) tend to describe a state of the 

mind rather than a state of the body. Thus, one way I like to think about running is to propose a di-

chotomy between physical world and mental world, or inside and outside. When starting a run, the 

runner is enrooted in the environment through the connection of the body with the ground, feeling 

the pumping of the lungs, hearing the crackle of footsteps. This state is mainly a bodily state. But as 

s/he keeps running, s/he enters a state where the focus seems to shift away from physical and envi-

ronmental events. Another way to put it is to distinguish between distraction and focus. Or, to trans-

late it into AR vocabulary: The runner moves through the environment, but as s/he does so, s/he gets 

more and more immersed in the story of running. The maximum level of immersion, consequently, is 

runner’s high. This process of immersion has great dramatic potential for sound design. It implies a 

shift from one sonic space into another, distinct sonic space. 

Another aspect of the story is the effort the runner puts into the run. Effort transforms the repeated 

execution of a short act (one footstep) into a slowly evolving unit. Thus, it honors the fact that a run 

is more than the sum of its steps, and that the first step of a long run does not at all feel similar to the 

last step. From a sound design perspective, this is crucial, because it implies that by sonifying footsteps 

alone, the sound designer misses an important part of the story. Instead, a sonic narration of running 

has to find a way of expressing effort as well. 

Usually when I run a route for the first time, I feel slightly lost because I have no awareness of the 

progress I already made, of the difficulty of its sections, sometimes I even lose track of the time 

elapsed since I started running. In other words, I don’t know the route’s story yet. Probably motivated 

by a strong desire to give shape and meaning to the new route, I automatically start populating it with 

virtual landmarks: An eye-catching tree, an extravagant garden, or just a spot where I witnessed a dog 

relieving itself into a bush. These arbitrary environmental features each have the potential to become 

the vertices which henceforth make up the story. The key here is to realize that not only does a runner 

shape her/his route by adding virtual landmarks to it, but these landmarks also directly shape the 

experience of the runner. When I first ran 15 kilometers, there was a bridge some kilometers into the 

route. When passing the bridge, I was convinced that it quite precisely divided the route into two 

equals halves, and this conviction became stronger every time I ran the route. When I borrowed a 

fitness wearable from a friend, I realized the bridge was actually only a third into the route and what 

I had experienced as the “second half” many times was actually almost double the distance from the 

“first half”. That was the last time I used a fitness wearable to track my run, because, when running is 
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seen as an experience, their measurements are completely wrong. As I intend to develop a system 

that tells the story of running as an experience, this is a fact to remember. 

3.2 Narration as an Interplay of Control Signals 

At this point, I am already dealing with three different interpretative systems, each of which is not 

offhandedly translatable into the respective others. First, there is the sensor data, which provides 

numbers that are a representation of physical phenom-

ena. Then there is the story about running, which works 

by rules of drama and narration. Then there is sound, 

which definitely also follows some rules of drama and nar-

ration, but not necessarily the same rules. A story does not 

tell itself, and in my case, it is told through sound, which 

means it is eventually being translated into sound waves, 

it becomes audible. So, how do I get from accelerometer 

data to an audible interpretation of the story of running? 

As argued in chapter 2.7, most AR running apps, even 

when they do involve audio processing, fail to realize that 

audio processing itself can be used as a means of telling a 

story through sound.  

I argued previously that many runners shape their route 

by adding virtual landmarks, and that, despite being somewhat arbitrary, these landmarks do shape 

the mental experience of running a lot. There is reason to believe that sound could fulfil this function 

just as well. Therefore, and because the story of running is a blueprint, and not a fully formulated 

screenplay, sound design is not limited to express what the runner does and the sensors measure, but 

it is free to interpret this data in various ways and transform it into various storylines that evolve at 

different pace, are realized by different sonic means and can even be antidromic. The story of running 

thus is shaped by the runner, but just as well by sound, which makes it an interactive story in the first 

place. In consequence, this means that the system needs ways of translating raw sensor data into the 

narratives that make up the story. I propose that these narratives can in many ways be related to 

control signals. The simplest signal, a binary on/off state, corresponds to the fact that a runner is either 

running or not. Though trivial, this is already an important part of the story: It marks its beginning and 

its end. Furthermore, the longer the run goes, the more effort is put into it. So, translating the binary 

signal into another signal that slowly starts to grow when the runner starts running already yields a 

second narrative. As for the physical and the mental world, these can be looked at as two antidromic 

signals: One starting at full scale, slowly decreasing during running, and the other doing the opposite 

Figure 1: Interpretative Layers 
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movement. These signals would then be applied to sound, slowly shifting from one sonic world into 

another by modulating parameters of effects, synthesizers or the playback system. This way, one sin-

gle binary signal can already be translated into multiple narratives. When additionally measuring 

speed, one could go the other way: Speed is a gradual unit, but it may not be beneficial to just make 

it audible as is, because it undermines the runner’s subjective perception of speed, which, when aug-

menting the experience of running, is something one should support instead of “falsifying it” by soni-

fying physical measurements. By converting speed into a binary on/off signal with some specified 

threshold, it could be made audible in sound design as sonic boosts (in other words, virtual landmarks). 

Sound is, in its most low-level interpretation, a signal, and designing sound eventually means produc-

ing and modifying audio signals. While the proposed control signals are not yet audible, they can di-

rectly be applied to audio assets, oscillators and effects to produce and shape sound and thus, tell a 

story through sound. The proposed translation of data into control signals into sound is shown in fig-

ure 1. 

3.3 Minimum and Maximum Viable Prototype 

When I go running, I usually have two goals in mind. One is the goal I want to reach at that specific 

day with that specific run. The other is a long-term goal. For example, I could say: Three months from 

now, I want to be able to run a half-marathon. But today, I just want to run to the bakery and back. 

This strategy has proved its worth, as it enables to balance bold vision and realistic expectation. There-

fore, I will define two goals for the prototype, too. One is the minimum viable prototype: It describes 

a minimalistic use case that aims to cover all the basic interests of the project in one very simple ex-

ample. The other one is a maximum viable prototype, or in other words, the imagination of what would 

be possible if resources (time, funds, skill) were unlimited. Naturally, the latter is much easier to for-

mulate: 

A toolbox for interactive audio storytelling on mobile devices that enables sound designers to tell the 

story of running in countless variations, detecting the user’s state, speed and steps, in a way that is 

rewarding, challenging, motivational and entertaining at the same time, all both from a runner’s per-

spective as well as from a sound designer’s perspective, that uses cutting edge consumer technology, 

real-time audio synthesis and processing, but is easy to handle and, last but not least, robust enough 

and easy enough on the battery so you could run a marathon with it. 

These are quite high goals. So how do I get from this, which admittedly stretches the meaning of the 

word viable quite a bit, to a minimum viable prototype? When training for a mountain run, one does 

not have to defeat a whole mountain in the first training entity. But training in the flat exclusively is 

not a good idea either, because one has to at least experience what it means for the body and mind 

to run uphill or downhill. Just like this, while the minimum viable prototype should be as simple as 
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possible, it must include all of the core features of the maximum viable prototype, so it remains scal-

able. As the limitations I set with the minimum viable prototype are mainly technical ones, it has to be 

guaranteed that the minimum viable prototype covers the technical requirements of the maximum 

viable prototype. These are as follows:  

- The app must be deployable to mobile phones. 

- It must be capable of doing real-time audio synthesis and processing, including environment 

monitoring through microphones. 

- It must be capable of detecting whether the user is running. 

- It must be capable of establishing interaction with the user purely through sound. 

Drawing from this, a minimum viable prototype can be defined: 

A mobile app that automatically fades in music whenever I’m running, and environment sounds when-

ever I’m not. 

This seems quite humble compared to the maximum viable prototype. But it covers my interest in 

running as a story, is centered around sound, and features one very clearly defined interaction. In-

deed, it sounds like a good starting point. Be warned though: One thing I’ve learned in software de-

velopment is that one has to be ready to dive into challengingly complex things to achieve seemingly 

simple things.  
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4 Choosing the Right Shoes 
Preparing the Implementation 

The technical core requirements implied by the prototype have already been identified. The next step 

is to choose the tools that are best suited to implement it. At this stage, it is also important to consider 

workflow requirements: The chosen tools not only have to meet the technical requirements, but they 

have to do it in a way that allows to establish a productive workflow. In fact, when developing for 

mobile platforms, finding a good workflow is often among the most difficult parts, and it is especially 

challenging when developing an application that has to be tested outside. 

4.1 Software 

As seen in chapter 2.4, many applications exist that use wearables to collect sensor data which is then 

mapped to sound. But most of them do the actual audio synthesis and processing on another machine, 

usually a desktop computer. Digital Audio Workstations (DAW) such as Max/MSP, Ableton Live or Bit-

wig provide endless possibilities to use sensor data in creative ways, but they are all unavailable on 

mobile platforms; partly because they are not suited for mobile devices due to their large CPU de-

mands, and partly because the small display of a smartphone would make the handling of these com-

plex applications quite difficult. If I were to use a desktop computer to do the actual audio synthesis 

and processing, then the runner could not be located too far away from that computer, as communi-

cation between the sensors and the computer must be guaranteed. I could develop an application 

explicitly targeted at indoor running, such as on a treadmill. But since I have no experience in running 

on a treadmill, it is possible that my ideas will not work at all in such a context. Thus, I have to abandon 

the idea of using a well-established DAW on a desktop computer. When it comes to audio synthesis 

on mobile platforms, there is really only one feasible option: PureData. 

PureData, or just Pd, was originally developed in 1997 by Miller Puckette, who is probably best known 

as the father of Max/MSP. In fact, Max/MSP is the commercial successor of PureData, sharing many 

design principles and even objects with its open-source predecessor. 

For illustration purposes, imagine a famous pianist called Max MSP. Max is a highly trained virtuoso 

who can play quite anything, but he has his standards and conditions. If you want him to play at your 

concert, then a concert hall with a quality grand piano is the least you have to offer him. Just like this, 

Max/MSP is limited to macOS, Windows and Linux and only runs on desktop computers, not on mobile 

platforms. PureData, who is Max’s little brother, is not quite as technically trained and his abilities are 

a bit more limited, but he is a very versatile guy: He can be placed at virtually any instrument in any 

venue and he will do a solid job2, no matter if the venue is a high-end gaming computer or a mediocre 

 
2 Not to mention he does it completely for free! 
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smartphone running iOS. So, if I want to do audio synthesis and processing, the best option is to embed 

PureData into the app. 

While the final target is a mobile device, most of the development will still be done on a desktop 

machine. This implies another requirement: I need to be able to test and prototype ideas on a desktop 

machine and then quickly deploy them to a mobile device. This is where Unity comes into play.  It 

offers a series of capabilities that could potentially speed up the workflow. First, Unity is a game engine 

featuring a very easy-to-use scripting interface. Second, it provides useful features for building basic 

user interfaces and visualizing data, something that is crucial when working with sensors. Third, it 

comes with Unity Remote, which enables to run a scene in the Unity Editor, while at the same time 

using the mobile phone’s sensors to provide data. Fourth, if I decide to extensively include binaural 

rendering in the future, Unity’s 3D graphics and physics engine greatly simplifies positioning and mov-

ing around audio sources, and there are multiple binaural renderers freely available, such as Google 

Resonance or Oculus Spatializer. Fifth, Unity has the advantage of being cross-platform compatible: A 

scene designed in the Unity Editor can be deployed to different operating systems, including iOS and 

Android, without any modifications. This is, however, not necessarily true for external plugins, so for 

the prototype, I will limit the target system to iOS. I choose iOS for three reasons: Because I am devel-

oping on a macOS computer, and because I hope to be able to port some parts of the application to 

an Apple Watch; but mainly because I have some experience in iOS software development. 

4.2 Hardware 

When choosing a platform, one should also consider the hardware that is used to collect sensor data 

and play sound. I decided to use an iPhone SE as a test device. As do most other smartphones, it comes 

with an integrated motion unit (IMU) and GPS tracking, so no external hardware sensor to detect 

movement is required. 

In the beginning, I spent quite some time experimenting with head trackers, thinking of spatial audio 

as the main focus of the app. But my main takeaway from employing head trackers while running was 

that, by the time the tracker was safely mounted on the head and pointed in the right direction, my 

motivation to go running had already reached rock bottom. Being involved in a research project about 

binaural rendering myself (see FHNW, 2021), the decision to give up on head tracking took quite some 

effort. But it led the way to a more general, yet very important decision: While I could have gone all-

in and employed a head tracker alongside high-end headphones and sensor-mounted shoes3, I de-

cided to use none of them. I realized that what I am actually aiming for is an interactive audio experi-

ence that can be run using consumer electronics only (smartphone, off-the-shelf headphones) – in 

 
3 A head tracker featuring an IMU is relatively easy to build, and the shoes developed by (Bisig & Palacio, 2020) 
were available to experiment with at Zurich University of Arts at the time of prototyping. 
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other words, a low threshold system that can be used to go outside for a run without the need to 

install any further hardware components. From a design perspective, one could say I sacrificed head 

tracking technology to a productive workflow of bodysketching. 

Does this mean ultimately giving up on binaural rendering and spatial audio? Not necessarily. I decided 

to put a special focus on a very interesting, but often overlooked consumer product: Headphones with 

built-in binaural microphones. This is often referred to as transparent hearing. Literature on AR audio 

usually treats transparent hearing as the foundation on which the augmentation takes place, but 

rarely as a part of the augmentation. Albrecht et al. (2011) process the input of binaural microphones, 

but they explicitly do so to make the environment sound as natural as possible through the head-

phones. I argue that using audio processing to modulate and distort binaural microphone input offers 

a lot of artistic potential. This way, the sound of the environment can itself become a source of aug-

mentation. This poses another requirement the app has to fulfil: Its audio playback, or at least the part 

where binaural monitoring is involved, must be as low-latency as possible. In my experience, when-

ever sound is a direct reaction do real-world events, the user experience suffers greatly from any no-

ticeable latency to the point where immersion is completely lost. Monitoring the environment is sort 

of an extreme case, because I want the runner to hear everything that happens in the environment 

without any delay, as if s/he was listening with own ears – only this way can the subsequent augmen-

tation and distortion of the environment reach its full potential. 

To summarize: The prototype will be developed in Unity engine, but additionally use PureData for 

audio synthesis and processing. It will run on iOS and use only the smartphone’s IMU for movement 

tracking. It can be used with any headphone but puts special emphasis on exploring the potential of 

binaural headphones such as the Sennheiser AMBEO Smart Headset. It does not employ a head 

tracker, but software-sided, it will have the ability to play spatial audio (if I were a marketing manager, 

I would probably say it is “spatial audio ready”). 
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5 The First 5 km: the Laborious Part 
Low Level Architecture 

No pair of shoes is a perfect fit from the start. Combining Unity and PureData to fulfil the require-

ments of the minimum viable prototype requires the development of some additional pieces of soft-

ware to bridge the gap between the individual parts. This chapter describes the low-level architec-

ture of the prototype. The term low-level is not exactly defined and may mean something quite dif-

ferent for an electrical engineer or a web developer, respectively. Generally, it means the distance 

between the developer and the machine. I use the term low-level for everything that takes place on 

audio sample level.  

5.1 Unity and Latency 

Since I consider latency a critical factor with everything that involves reacting to real-world events, 

guaranteeing low latency should be the first priority. After some testing, it became apparent that 

Unity’s own audio engine would fulfil my requirements of low audio latency in no way. Unity has only 

three latency settings: best performance, good latency and best latency. While this may be hardware 

dependent, on my machine best latency corresponds to a buffer size of 256, which is in theory equiv-

alent to a minimum latency of 6ms at a sample rate of 44.1kHz. In reality though, I found Unity’s audio 

latency to be much higher (more than 30ms on my test device when using microphone input). It is 

possible to demand a smaller buffer size via the scripting engine, but this quickly results in audio 

glitches and dropouts. In conclusion, I had to realize there is no way to make the Unity Engine meet 

my requirements for low latency. 

As stated in the previous chapter, PureData is supposed to be integrated into the app anyway, to be 

able to do audio synthesis. So, I decided to go for a mixed solution: Run Unity with its default buffer 

size to profit from its great scripting API and 3D engine and at the same time run an instance of 

PureData in parallel in a native OS environment with a very low buffer size to do all the things where 

latency is critical. 

The most common way to seamlessly integrate other audio software into Unity is by making a Unity 

Audio Plugin from it, following the specifications in the Unity Native Audio SDK (see Unity 

Technologies, 2020). Such a plugin can comfortably be placed on an audio track in Unity’s Audio Mixer. 

This approach, however, isn’t a perspective here. A Unity Audio plugin must provide a callback func-

tion that Unity will call regularly. Although it would be easy to write such a callback function, it doesn’t 

get me any closer to the goal of eliminating latency: Audio plugins are part of Unity’s audio signal 

processing chain. Thus, it is obvious that they also suffer from Unity’s audio latency. To get around 

this, there are two tasks to solve: 1) make PureData run independently from Unity on all target 



 20 

systems, and 2) make sure Unity can still communicate with PureData for sending and receiving mes-

sages and parameters. The resulting sound flow of the prototype will look as shown in Figure 2. 

 
Figure 2: Sound Flow Graph 

5.2 PureData and libPd 

I already identified Pd as the best chance to realize real-time audio synthesis on mobile operating 

systems. It is worth mentioning that there are many different versions of Pd and that Pd has a lively 

community writing so-called externals. These are additional objects and functions that are not in-

cluded in Pd per default and can have different licenses and requirements to hardware and software. 

For maximum compatibility, I decided to use the standard version of Pd, or Pd vanilla, as the commu-

nity calls it. When I claimed Pd would run on almost every target system, I intentionally ignored an 

important point that has to be addressed now: Pd will run almost everywhere if one has the right 

wrapper for it. In software, a wrapper is a (set of) function(s) that do(es) nothing else than encapsulate 

one or multiple other functions, for example to meet some specific calling conventions of some other 

programming language.  

But for illustration purposes, I could also say: PureData will play at almost any concert in almost any 

venue, if it has the right tools to do so. If it should play drum in a stadium, it needs a pair of drumsticks. 

If it should play violin in your living room, it needs a bow. Because it would be nonsense to carry 

around all the tools all the time, it comes with no tools at all. This means: If one wants to book it for a 

concert, one has to provide the tools it needs. These are the wrappers: Just as no one plays violin with 

a pair of drumsticks4, a PureData wrapper for operating system A will likely not work on operating 

 
4 For the sake of completeness it should be mentioned that some people do (see Anonymous, 2013). 
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system B. And, as it turns out, it is indeed the case that my target systems iOS, macOS (and later 

watchOS), despite all being developed by the same company, need a different wrapper each.  

Subsequently, I will use the term libPd instead of PureData when discussing implementation details, 

because this is what an embedded version of PureData is called. Technically speaking, libPd is itself a 

wrapper around PureData, which has then to be wrapped another time depending on the target op-

erating system. The lib is short for library. I will use the term PureData for everything that applies for 

PureData in general. 

5.3 libPd for iOS 

The first thing to do before buying new drumsticks for libPd is probably asking if somebody has a pair 

one could use. It turns out this is indeed the case for iOS. Despite being targeted at no specific plat-

form, de facto the majority of libPd projects run on iOS or Android. Therefore, the official libPd Github 

repository (Brinkmann et al., 2021) offers wrappers for both operating systems that work more or less 

out of the box. The iOS wrapper is written in the Objective-C programming language and is fully com-

patible with the latter’s successor language, Swift. It basically packs libPd into an AVAudioUnit5 in-

stance which is then managed by the AVFoundation of the operating system. 

5.4 libPd for macOS 

The title of this chapter may raise the question why one would try to integrate libPd into a macOS 

application at all, when the original version of PureData runs just fine on macOS. The reason is simple: 

I need to be able to control my patches from inside the Unity Editor, therefore the two have to com-

municate with each other somehow, so they must somehow run in the same program scope. And 

that’s exactly what libPd is for: integrating PureData into other software. 

While the libPd library itself compiles fine for macOS, there is no reason to cheer yet. LibPd itself 

doesn’t “do anything”. One can properly create an instance and initialize it, but the core of any audio 

processing software is the processing routine, which has to be called regularly by some other process, 

typically some dedicated audio Input/Output (I/O) process run by the operating system. The caller 

process not only calls the processing routine, but it also provides the necessary input and output audio 

buffers libPd can read from and write to. On iOS, the Objective-C wrapper and the underlying AVAu-

dioUnit take care of this. But AVAudioUnit is unavailable on macOS, which makes the Objective-C 

wrapper for iOS useless on macOS. The connection between the operating system’s audio I/O func-

tionality and libPd has to be established in a different way. The solution I found to work best is to use 

portaudio, a “free, cross-platform, open source audio I/O library” (The Portaudio Community, 2021) 

 
5 The AV in Apple’s class names is short for Audio & Video. 
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written in C. It serves as the “glue” between audio drivers and audio processing software and allows 

for setting a custom buffer size. With portaudio, I was able to open an I/O stream and have it call 

libPd’s processing routine. 

5.5 Communicating with Unity 

Having the desired wrappers, libPd now runs on both iOS and macOS. But there is no way to start and 

stop it from inside Unity yet, and to exchange messages between Unity and libPd. As stated earlier, 

packing it into a Unity Audio Plugin is not an option. So, I packed it into a general Unity Plugin – this 

way, libPd can be run independently from Unity’s audio queue while at the same time establishing 

communication between the two. Unity Plugins are expected to be served as dynamic libraries. The 

process of building a dynamic library from libPd wrappers includes some caveats that demand the 

developer’s attention, but long story short, it includes writing C or C# wrapper functions for everything 

one wants to access from Unity, exposing them in the public headers of the plugin, and on the other 

side importing and calling them in Unity. The last part means - you guessed it - writing yet another 

wrapper, this time a Unity script in C# – luckily, this only has to be done once, because Unity is a cross-

platform engine. 

As Unity is very popular and libPd also has its developer community, there already exist several such 

scripts. But they all expect libPd to run as a Unity Audio Plugin – which mine doesn’t. I found Niall 

Moody’s (2021) version to be very well-written, so I modified it to meet my requirements. Two mod-

ifications had to be done: First, Moody’s libPd integration seems to be intended for creating a new 

instance of libPd for every patch. But this way, the patches can’t communicate among each other. My 

version runs a single instance of libPd which can manage an arbitrary number of patches (which is, to 

my knowing, the way how the vast majority of sound artists use libPd and PureData). Second, my 

version does not call libPd’s processing routine from inside Untiy, but in a native OS thread. 

5.6 An Adventurous Detour: libPd for watchOS 

Alongside macOS and iOS, there is a third operating system of the same family: watchOS, which runs 

on all Apple Watches. At first glance, it may seem a peculiar idea to try audio synthesis on a smart-

watch. These devices have little processing power compared even to low-end smartphones. But there 

are definitely some reasons why it could be worth the struggle. First, smart watches seem predestined 

for audio-only applications. On the one hand their screen is merely the size of a postage stamp, dra-

matically limiting the options for elaborate graphics and fancy UI design. But on the other hand, almost 

any bluetooth headphone can be used with them, including high-end audiophile equipment. If it was 

possible to back this up with rich audio synthesis, smart watches could really become “audio first” 

territory. Second, and this is particularly interesting for my app, smart watches are commonly used 
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(and marketed) as fitness wearables. Many models provide the possibility of playing music while run-

ning, so there is no need to carry a phone or MP3 player. They do usually provide data such as heart 

rate in real-time to developers. But so far, they seem to focus mainly on tracking athletic performance, 

while they do usually not target the experience of physical activity. And, last but not least, it seems 

that audio synthesis on a smart watch has not been documented yet. There are some studies involving 

basic audio processing: Liaqat et al. (2018) use microphone input from a smart watch in a health study, 

Kalantarian & Sarrafzadeh (2015) to evaluate eating behaviors of test subjects. It can be concluded 

that audio processing on smart watches has, if at all, only been used to generate information for other, 

not audio-related tasks. In the end, I decided to give it a try. 

A short recap: To get libPd running on macOS and iOS, two different approaches had to be used. Since 

watchOS is kind of a “subset” of iOS, there is a big change the iOS wrapper would be re-usable – or so 

you would think. It turns out that, in reality, neither is AVAudioUnit (which the iOS wrapper uses) 

available on watchOS, nor is there a documented way to compile portaudio for watchOS (which was 

used in the macOS version). While the latter should theoretically be possible, portaudio’s makefile is 

intimidating, to say the least, and would require deeper examination. 

So, yet another solution had to be found. Luckily, Apple provides AVAudioSourceNode as part of its 

AVAudioEngine, which is available on watchOS. It is a bit sketchy to use because the callback function 

one is supposed to implement leaves one alone with a block of audio samples that are encapsulated 

in a very cryptic data structure with little to no documentation. But after some research and a lot of 

trial and error, I finally got it to work (for code details, consult appendix C). After convincing the oper-

ating system to call libPd’s processing routine and solving the same problem in a different way for the 

3rd time, there is - finally! - a new problem. PureData itself is not fully compatible with watchOS. It 

uses some functions that are either explicitly unavailable on watchOS, or result in crashes at runtime. 

This means I also had to modify the source code of PureData itself. After identifying the problematic 

functions6, I found that luckily none of them is part of the core audio features, so I tried excluding 

them on watchOS with preprocessor macros as s quickfix, and surprisingly, this worked. The basic 400 

Hertz sine wave patch – the Hello, world! of PureData patches - produced the expected “beep” and 

audio synthesis on an apple watch got real. 

There is just one problem left. What about audio input? AVAudioSourceNode doesn’t accept any input 

nodes and is not intended to process audio from a microphone. One workaround is to install a so-

called tap on the default AVAudioInputNode of the AVAudioEngine. This regularly provides a block of 

input audio samples, but without a corresponding output block, and it is, as far as I understand, 

 
6 While I deeply admire Miller Puckette for creating Pd and Max, I must say he hasn’t established the 
catchiest of coding styles. 
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intended for analyzing or recording audio offline. However, one input block and one output block are 

all that is needed to route microphone audio to Pd, even if it’s two different blocks from two different 

callbacks from two different AVAudioNodes. By storing the microphone input block in an intermediate 

buffer which is then consumed by libPd in its next cycle, it is indeed possible to get adc~, PureData’s 

object for routing microphone input, working. A disadvantage of this method is that, depending on 

the execution order of the callbacks, it is possible that the stored microphone input is processed one 

block too late. 

Now that is it, right? Well, not quite. It turns out that watchOS has a very restrictive policy when it 

comes to playing audio in background (meaning either the screen of the watch is off, or another ap-

plication is in foreground). Any app that wants to play long form audio, as Apple calls it, has to request 

a specific playback mode at launch, otherwise it gets killed by the OS after just a few seconds. But that 

specific playback mode by definition prohibits microphone usage and sets the number of available 

inputs to zero, which results in a crash when attempting to install the tap. In conclusion, it seems that 

right now, there is no way of running libPd for a long time and working with microphone input at the 

same time. 

While this is a minor setback, it is questionable if anything was to be gained by using microphone input 

anyway, since it would be far from real-time: Unlike macOS and iOS, watchOS does not let developers 

request a custom buffer size. The actual size may depend on the hardware. On my test device (Apple 

Watch Series 3) it defaults to 1024 samples, which introduces a minimum latency of about 25ms at a 

sample rate of 44.1kHz. Additionally, the watch has no other way to connect to headphones than 

Bluetooth, which adds approximately another 40-800ms (see McClintock, 2014). 

This also means that, if I really want to use the watch for my app, I have to use a different approach 

for designing the sonic interaction. While slow modulations and transitions could work just as well on 

the watch as on the other targets, it will probably be necessary to strip out or find alternatives for 

everything that aims to be a real-time sonic reaction to a real-world event, be it microphone input, 

footsteps or head movement. 

In summary, I could show that it is possible to do audio synthesis and processing on an Apple Watch. 

Although there are some limitations that can’t seem to be overcome at the moment, I find the results 

promising. And the idea of programming complex audio applications on a watch the size of a stamp 

remains quite exciting. 

Figure 3 summarizes the different approaches to embed libPd on iOS, macOS and watchOS. 
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Figure 3: Embedding libPd on iOS, macOS and watchOS 
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6 What I Talk About When I Talk About Running 
Measuring the Physics of Running 

The main difference between direct movement mapping and movement recognition is that recogniz-

ing a movement needs a reference: When is a movement being recognized as what? A recognition is 

always an interpretation. Filtering measured data before mapping it to sound is a very common task, 

also in gestural instruments. But recognition needs an intermediate step: the translation of physical 

movement into units that are defined by the system that uses the measurements. My system is an AR 

audio application for runners, and its units include running vs. idle, speed, or footsteps. Referring to 

running as a narration, I would call these the basic narratives of running. This chapter examines the 

translation of accelerometer measurements into narratives, or control signals, that can be used to 

trigger or modulate sound. 

6.1 Binary Recognition of Running State 

As discussed in chapter 2.1, there are various approaches to detect walking or running with an accel-

erometer. The vast majority of smartphones have an IMU, an integrated motion unit, which usually 

features an accelerometer. iOS also has its own pedometer, which detects the mode of movement 

(walking, running, driving etc.) and counts steps, theoretically without the need to implement any 

movement detection algorithm. This would be a convenient solution, but I found the iOS pedometer 

to be neither accurate nor low latency enough. Various algorithms for running detection are described 

in literature, but all of them share at least one of three characteristics that make them problematic: 

- They require the sensor to be mounted at a specific location of the body 

- Their detection is accurate, but not real-time 

- Their description in literature is not exact enough to be re-engineered from scratch 

In the end, I decided to try and implement my own movement detection routine. While this means 

more work, it also offers some advantages, since the detection algorithms can be tailored to the needs 

of the prototype. 

First, I tried to translate the definition of running given by Slocum & Bowerman (1962, see chapter 2) 

into an algorithm. But soon I realized it is far too complex for my needs, so I modified it to a more 

minimalist version: 

 When you run, you lift your feet and put them back on the ground, one after the other. 

This is a trivial fact, but it is basically all one needs to know to detect if a person is running. The triaxial 

accelerometer gives the acceleration of the device in 3-dimensional space almost in real-time. Figure 

4 shows raw accelerometer data of a person running at slow pace. The individual steps can clearly be 
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seen from the peaks in the data. Given the definition of running from above, it can be assumed that 

the measured acceleration will in general 

- take on more extreme values and 

- change a lot 

when the device is moved a lot. When I put the phone in the pocket of my pants, it will undergo the 

same movement as my legs, so I can assume that the acceleration values will in general be larger when 

running than when standing still. This means that, for a first guess whether the runner is running or 

not, it is sufficient to observe some measure of dispersion over a sample of n input values of the 

accelerometer. While I tried several kinds of averaging and filtering, a relatively simple statistical pa-

rameter turned out to be the most reliable indicator: the standard deviation of the current and the 

last n measurements. This offers already some tuning factors: A threshold can be set for the recogni-

tion to switch to on state. In practice, introducing both an on and an off threshold with different values 

has proven its worth. I usually set a relatively high on threshold to prevent false triggers when the 

phone is being moved before the user has started running, and a lower off threshold to make the 

recognition less sensitive once it is in running state. Also, the sample size can be experimented with. 

Larger sample sizes make the indicator more robust, but the system less responsive. I found a sample 

size of about 16 works well for my use case, which corresponds to an observed time window of ap-

proximately 250 milliseconds at 60 measurements per second. 

 
Figure 4: Raw Accelerometer Data of a Person Running at Slow Pace 

(x axis is time in seconds, y axis is g-force) 
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This measurement can be improved by acknowledging which acceleration axis represents what mo-

tion. The Y axis is usually up/down, so strictly spoken, the other two can be ignored. There is a slight 

catch, though: The device gives the acceleration from its own perspective. This means: If the device is 

rotated, its Y axis does not correspond to the real world’s Y axis anymore. Luckily, the built-in gyro-

scope also provides the device’s rotation data. By multiplying the rotation quaternion with the accel-

eration vector, the latter can be converted to a real-world vector: 

  (x, y, z)World = (w, x, y, z)Device * (x, y, z)Device. 

This way, I can reliably detect up and down movement, no matter how the device is rotated in the 

user’s pocket. 

Can my application now tell if a user is running or not? Strictly spoken, it can only tell what I taught it: 

Whether the device is moved up and down a lot. If I take for granted that the device is in the runner’s 

pocket, I can conclude that s/he is moving her/his legs a lot. Let me for now assume that this is equiv-

alent to running, although there are of course other activities that involve similar leg movement, and 

one can certainly “trick” the application into believing that one is running. In my experience though, 

shaking the phone with the hand to make it believe I’m running was a bigger struggle than actually 

running. Prototyping benefitted from this, because I was forced to try out most things while actually 

running. 

In its current state, the running detector can tell whether somebody is running, but not if somebody 

is actually moving in any direction (in other words, covering distance). But so far, I only used the Y axis. 

The Z axis is forward/backward, so it gives a good estimate on the user’s advancement. It is important 

to recall that the sensor I use measures acceleration and not velocity. This means that the measure-

ments from its Z axis give some hints about speed, but they do not directly reflect speed. With every 

running cycle, there are two acceleration phases involved: one in movement direction, when the run-

ner moves her/his leg forward, and one in the opposite direction, when the leg is moved backwards. 

This is also the case when running on the spot, but I found that in general, the sum of the magnitudes 

of acceleration on the Z axis is significantly larger when actually moving forward than when running 

on the spot. However, for slow running speed, the detection remains quite erroneous. Some filtering 

is needed here, too; but since I need the total acceleration over some time, measuring dispersion is 

not adequate. Instead, a simple low pass filter is more suitable. Because they are easy to implement 

and cost almost nothing in terms of CPU, I use a single pole low pass filter of the form: 

  y0 = a*y-1 + (1-a)*x0, 

x0 being the current input sample and y-1/y0 the previous and current output sample, respectively.  

By choosing larger attack (a), the filter’s reaction becomes slower. Also, these filters are very easy to 

tweak because they are stable for all a between 0 and 1. It should be noted that, while observing the 

acceleration on the Z axis gives a robust indicator whether the user is moving forward at all, and also 
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a solid way to get relative speed differences, it comes with a bit of a caveat. First, and contrary to 

acceleration on the Y axis, acceleration on the X and Z axis depend partly on where the phone is lo-

cated. If the runner is wearing sweatpants with low pockets, the measured values are larger than when 

s/he is wearing skinny jeans with pockets attached at a higher position. Second, it is not much good 

for calculating the absolute speed in meters per second either. I will come back to this issue later. 

My application can now, per my own definition, quite reliably tell if the user is running or not. I can 

already derive some other parameters from that simple binary value: By tracking how much time the 

user spends running in total, I have a measure of the total effort s/he has put into running. By observ-

ing the variance in speed as well as the phases of resting and running, I have a measure of consistency 

as well as an idea of maximum speed. For the minimum viable prototype, this should be more than 

sufficient. 

6.2 Recognition of Footsteps 

When humans, and sound designers in particular, talk about footsteps, they often mean feet touching 

the ground, because that is the part of a step that causes the sound that is so characteristic. Strictly 

spoken, most sound effect libraries contain feet touches ground sounds, not footstep sounds, as the 

sound of moving cloth etc is often explicitly undesired, and most video games do not sonify the whole 

step movement, but only the event of feet touching ground. 

As mentioned in chapter 2, there are many interesting examples of sound artists translating the whole 

range of movement into sound. But it is important to recall once again that my app is not interested 

so much in the actual shape of movement, but in a certain interpretation of movement. This holds 

true also for step recognition. Therefore, for my application, recognition of steps is equivalent to de-

tecting the moment the foot touches the ground. Recapitulating the entry statement, the key mo-

ments are this time “between the lines”: 

 When you run, you lift your feet [1] and push them back to the ground [2]. 

The moment [1] is when the foot reaches the highest point, just before going down again. [2] is the 

opposite moment just before the foot starts to lift again. In other words, what is of interest this time 

is the peak of movement. These peaks reflect in the data of the Y axis of the accelerometer. A first 

simple step detection would just look at the peak that we’re interested in, which is [2], the moment 

the foot touches ground again. It is worth noting that the highest peak when landing is not a down-

wards acceleration, but an upwards acceleration: Landing means decreasing the downwards velocity 

to zero during a very short time, which, from the accelerometer’s perspective, corresponds to a high 

peak in upwards acceleration. I could just fire a step event whenever I reach such a peak. While this 

kind of works, there is a major problem with it (you already guessed it): latency. 

Several components add some amount of latency here: 
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- First, the IMU itself does not provide values in real-time, it has some lag. 

- Second, Unity renders at a fixed frame rate. At 60 frames per second, data is processed every 

17 milliseconds. 

- Third, since I am planning to trigger some kind of sonic events when steps happen, I also have 

to account for audio latency, which in Unity, is considerable. 

As I argued previously, I consider latency a critical factor with virtual events that have direct equivalent 

in the real-world. Considering this, my first solution seems far from ideal. But how could I possibly 

improve the detection of steps? The answer lies, once again, in the trivial fact from above: 

 When you run, you lift your feet and put them back on the ground, one after the other. 

The key is to acknowledge that the second part of the statement is not optional: When you lift your 

foot, you will eventually put it back to the ground. To some extent, this holds true in general, as gravity 

forces even the most trained athletes to put their feet back to the ground at some point. But it can be 

expected to be true especially for steady, repeating movements such as running. 

With this in mind, I rethought my approach: Instead of detecting down peaks (“you did touch ground”) 

and always be late, I could detect up peaks (“you will touch the ground soon”). If I could approximate 

what “soon” means, I could anticipate the moment the foot will touch the ground and eliminate the 

problem of always being late. If audio latency is known, I could even trigger step events a little too 

early to make up for that. 

Since running is a steady movement, I tried to assume half the average time between two steps as an 

approximation for soon, assuming humans spend about the same amount of time lifting their feet and 

putting them back on the ground. Detecting footsteps like this works reasonably well as long as the 

runner keeps a steady pace, with the additional advance of defeating latency, but it starts to fail when 

s/he changes pace a lot. Nevertheless, the prototype now has two ways of detecting steps at its dis-

posal. Many improvements to step recognition could be made. For example, since running is an alter-

nating movement, by combining the previous approaches with measuring the rotation of the leg, right 

and left footsteps could be distinguished. But for the minimum viable prototype, this does not seem 

to be essential. 

6.3 Detection of Speed 

Right now, the only measure of speed I have is the acceleration on the Z axis. The other sensor values 

provide only little more information. Of course, I could argue that the shorter the time between two 

steps, the faster the user is running; but this assumption is problematic for two reasons. People have 

different leg sizes and running styles, so the time between steps doesn’t offer any information about 

absolute speed. It doesn’t even provide reliable clues about relative speed: One can run relatively slow 
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with many small steps or relatively fast with few large steps, so the assumption that a user runs faster 

when the time between steps becomes shorter can be horribly wrong. 

If I am willing to compromise, I may use GPS location data of the user to calculate speed. This is not a 

real-time indicator, however. I decided to use GPS data for speed calculation, but not rely on it. While 

an accurate speed measurement that guarantees a continuous and gapless stream of data in real-time 

would be desirable at some point, I don’t think it is crucial for the prototype, so I won’t examine this 

any further for the moment.  

6.4 A Final Remark About Movement and Sound  

The recognition of specific events from sensor data, or, as I put it previously, the translation of meas-

urements into entities of another system, comes with some difficulties. Most notably, momentary 

events (such as step recognition) can be irritating and counteract immersion if they are poorly timed 

or cause false triggers (either by “forgetting” an event or by firing an event when there was none). In 

my experience, systems that rely exclusively on extracting momentary events from continuous data, 

translating them into sound triggers, regularly fail. A good example is the MIDI guitar, which, despite 

several attempts by several companies (see for example O’Reilly, 2021) never became widely accepted 

by musicians. The MIDI guitar serves as a good illustration of the underlying problem. A guitar has a 

very characteristic attack phase with a considerable amount of noise that masks the tonal components 

of the signal, such that the actual pitch of a note can only be extracted after the initial transient7. While 

most listeners would probably define the noisy transient as the beginning of the event, MIDI notes are 

defined as a tuple of pitch and velocity, such that a MIDI note can by definition not be detected with-

out a pitch. It becomes clear that the desired interpretation of the signal (MIDI note) is to some extent 

incompatible with the signal itself. In the prototype, I use both continuous control signals and momen-

tary events. I would argue, though, that the latter do not add to the experience to the same extent 

and are more prone to errors. 

  

 
7 Additionally, traditional pitch detection algorithms need to observe at least one cycle of a periodic signal be-
fore detecting a frequency, which adds another delay. 
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7 Runner’s High 
Finally making sound 

Now that I have a working audio setup, a field-tested workflow and a way of detecting if the user is 

running (and some other things), practical examples with actual sound can finally be designed. In 

Unity, a self-contained part of a game is called a scene. I will follow this syntax and discuss three ex-

ample scenes. Audio and video footage can be found in appendix A. 

7.1 Realizing the Minimum Viable Prototype 

The first scene is the minimum viable prototype. Its setup is shown in Figure 5. It tells the story of 

running under a certain assumption: That people who listen to music while running do so because 

they like their music very much, not because they haven’t found anything better to listen to yet. I find 

that quite an important fact to acknowledge. I do not see listening to music as a competition to AR 

audio running apps. Instead, the fact that many people listen to music anyways while running has 

great potential for AR. The questions arising for AR sound designers are: How can I augment the ex-

perience of listening to music while running? How can I integrate music from an existing media library 

in a gainful and playful way? How can I build a sonic interaction that seamlessly integrates with the 

user’s music? 

Recalling my narratives of effort and inside/outside 

from chapter 3, I decided to let the user dive for 

her/his music. The underlying metaphor of the scene 

is one of a transition into another, submarine-like 

world: At the beginning, the runner is situated in 

her/his real (urban) environment, which can be 

heard without alteration through the binaural micro-

phones. When s/he starts running, the ambience is 

gradually altered: The runner starts to shift out of the 

real world. Technically, this shift is realized by adding 

a reverb and a lowpass filter to the ambience. This 

should evoke the impression of diving into another 

world. A challenge here was to process the binaural 

input only with PureData, because no “high-end” re-

verb patches exist, at least not for Pd vanilla. At the moment, the scene uses Miller Puckette’s original 

Figure 5: The Minimum Viable Prototype 
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rev3 patch, but this is not optimal, as the individual delays it is built with can clearly be heard when 

using it on high-frequency content. 

After some time spent running, the music can be heard, but it is not there instantly: It unfolds slowly 

from the submarine world, realized by slowly opening a lowpass filter and slowly decreasing the reverb 

mix on the music. This way, the narrative of effort is taken into account: Running means slowly lifting 

the music from the ground of an ocean, stopping means letting it sink down again (which, naturally, is 

faster). The transition on the real-world ambience is considerably faster than the transition on the 

music. This is due to a fact I realized when I let some test persons try the prototype: The consensus 

was that the system was much easier to understand when the sound changes right away as soon as 

the runner starts running. Sonically, this scene takes the dichotomy of outside/inside to the extreme: 

While slowly achieving runner’s high, a complete shift from environment (distraction) into music (fo-

cus) is performed. The narrative of effort is explored further by adding another filter (filter 3 in figure 

5) that modulates the release parameter of the filter applied to the music track. Thus, the more effort 

the runner has put into the run, the longer it takes for the music to completely “sink down” once s/he 

stops. 

7.2 Another Example: Audio Book Tape Recorder 

The second example I implemented drops the narrative of inside/outside and tries to examine the 

narrative of effort further, but with different sonic means. Its setup is shown in Figure 6. The underly-

ing metaphor is a tape recorder that has to be powered in order to listen to an audio book. It consists 

of only three sound assets. The first one is the audio book itself. For the prototype, I chose a LibriVox 

recording of In Quest of Eldorado (Graham, 1924), but 

in a real setting, one could for example choose an au-

dio book that is exactly two hours long, which is con-

sidered a fairly good half-marathon finishing time for 

non-professional runners. The second asset is the 

sound of a running tape recorder, and the third is the 

sound of rewinding a tape recorder. 

When the runner starts running, the only thing s/he 

can hear for some time is the noise of the tape, without 

the audio book. It takes some time until the audio book 

starts. This time is not fixed; it is modulated by a filter 

that slowly rises while the runner covers more dis-

tance. Thus, the more effort the runner has already put 

into her/his run, the faster the audio book will start again Figure 6: Tape Recorder Audiobook 
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after it has stopped. When pace is lost and the runner is getting slow, the typical warble of a broken 

tape recorder can be heard, which keeps becoming more severe, to the point the audio book becomes 

incomprehensible (which is an exaggeration, as a real tape recorder is usually not able to produce such 

immense speed shifts). Warble is basically variations in playback speed. I rebuilt this effect in Unity by 

generating a signal that switches between 0 and 1 regularly and plugging this into a filter to smooth 

the flanks, which results in an LFO. The LFO then modulates the pitch. When the runner stops, s/he 

hears the rewind sound. This is played either until s/he starts running again, or until the tape has been 

“completely rewound”, thus “losing” all the progress and starting over. The time it takes for the tape 

to be completely rewound depends on the amount of it that has already been listened to, but it is not 

a 1 on 1 correspondence: One minute of listening to the audio book results in approximately 5 seconds 

of rewinding. Contrary to the first example, the tape recorder example does not require binaural mi-

crophones. The augmentation is not as obvious as in the previous example: Instead of introducing two 

contrasting worlds, this scene adds the illusion of a physical component to the audio book that con-

nects it to the runner’s actions. Thus, it allows her/him to not only listen to, but actively participate in 

the progression of the story.   

7.3 Generalizing the Concepts and Going Modular 

At this point I realized that if I would just implement idea after idea, scene after scene, I would keep 

implementing similar stuff over and over again, ending up with a lot of quite basic scenes that, while 

being realized with different sonic means, would all follow the same underlying principles. In other 

words, I would be running the same route again and again. In my experience, any system that aims to 

enable creativity profits enormously from having only few elements that are freely combinable, in-

stead of having many objects with narrow use cases. This is probably what makes Pd/Max so success-

ful, but it could just as well refer to analog synthesizers or electric guitar effect pedals. Basically, what 

I was looking for was modularity: the ability to build scenes by sticking bricks together. So, I decided 

to generalize the concepts I used so far, such that I could re-use them. The following is a summary of 

the resulting C# classes8 that can be used in Unity, for a more detailed code documentation refer to 

appendix B. 

 

- In chapter 6.1 I discussed implementing the recognition of the movement state (running vs. 

idle). This consists of two parts: Doing the statistics and deciding whether to switch on or off. 

I generalized this into a Stat and a State Detector class. Both take any stream of data as input. 

Stat can calculate several statistical measures, including standard deviation, variance, mean, 

 
8 In object-oriented programming, a class is a template for creating individual objects. 
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median and others. State Detector takes an on threshold and an off threshold and switches 

on or off when these are reached. 

- Step Detector is just a specialized subclass of State Detector which has an additional option 

to predict the next on state. 

- Progress Detector is another subclass of State Detector which keeps track of how much time 

the runner has spent running and idle. 

- I already used a filter to smooth some data, so I generalized this into an IIR (infinite impulse 

response) class. It takes any stream of data as input and its attack and release time can either 

be set directly, or in seconds (which causes the class to calculate the corresponding filter co-

efficients). 

- I also added a general Sensor Input class for all input data I use (acceleration, rotation, loca-

tion). The axes can be turned on and off individually and it can store either the raw values or 

the magnitudes, both either in device coordinates or in real-world coordinates. 

- Curve: This is exactly what the name suggests, a curve generator. When dealing with audio, 

one often needs to transform linear signals into exponential or logarithmic ones, and curve 

does just that. It takes two points and one parameter for slope and calculates a curve that 

intersects both point and has the desired slope. A typical use case is to map a control signal 

between 0 and 1 to its logarithmic counterpart to control the volume of some asset. 

- Event System: Often I need some object A react to something another object B does. The 

naive approach would be to have something like this inside the declaration of object B: 

If(someCondition) { objectA.doSomething(); } 

But this is a bad idea since from now on, object A depends on object B. Most software envi-

ronments account for the need of communication without dependance by implementing 

some kind of caller – listener pattern. To my knowing, Unity does not have this, but it is rela-

tively easy to implement, so I added the so-called Event System9 myself. The basic principle is 

that any object can dispatch an event and any other object can listen to such an event, without 

requiring any connection between the objects. For example, when a state detector switches 

on, it can dispatch an event. An audio controller that listens to that event can change the asset 

it is playing accordingly. The syntax is borrowed from JavaScript. 

- Stepper: This is an object that dispatches events in a regular time interval, just like a metro-

nome or PureData’s metro object, so sound sources can be triggered without external events. 

 
9 Unity also has something called Event System, but it serves a slightly different purpose and its options are 
rather limited for my use case. Still, the name ambiguity is not optimal, and I might rename my Event System 
in the future. 
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It has also a binary state that changes on each trigger alternatingly. Additionally, a randomness 

factor can be set to add jitter to the stepper. A stepper plugged into an IIR results in an oscil-

lator or LFO. This technique is used for the warble effect in the tape recorder example (see 

chapter 7.2). 

- Audio Center: Unity lacks some quite basic audio functionality that is used a lot in video 

games. Most game developers make up for that by using an audio middleware, such as Wwise 

or fmod. Having yet another working environment besides Unity and PureData would have 

potentially slowed down my workflow, so I decided not to use any of them. In Audio Center, I 

made up for this by writing some basic audio functionality, such as loops, one shots or smooth 

logarithmic fades (no, Unity does not have them out of the box). 

 

The power of these objects lies in the ability to be freely combined. 

7.4 Structuring the Chaos 

In software development, there is a design pattern called Model – View – Controller or MVC. Originally 

introduced by (Krasner & Pope, 1998), it has become very popular for application design. 

As my prototype kept getting more complex, I needed a metaphor and strategy to organize things, 

and eventually I tried to structure it according to the MVC pattern. Since it is an audio only app, though, 

I use a slightly modified syntax: While view explicitly refers to visual components, display could as well 

mean an auditory display. Therefore, Model – Display – Controller (MDC) is more adequate. Figure 7 

shows the structure of the prototype according to the MDC pattern. 

 
Figure 7: The Model - Display - Controller Design Pattern 
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As can be seen, most of what has been previously discussed belongs to the Controller Layer. This is 

not surprising: Usually, when realizing one is coding the same thing again and again, it is because one 

is doing things on the Controller Layer that should better be done on the Model Layer. So, I had to 

take a close look at the Data Model. 

Up to this point, I organized the audio assets and Pd patches only rudimentarily. For every scene, I 

would just hardcode the file paths to the relevant assets in the associating script. If I wanted some 

asset to react to another asset, I would explicitly code this behavior:  

if( assetA.someProperty ) { assetB.doSomething(); } 

This way of organizing is not very elegant for two reasons. First, collections of and relationships be-

tween assets have to be defined and scripted for every single scene. Second, it is also prone to errors: 

What if I change the file name of an asset that is used in several scenes? I would have to change the 

name in every script, and chances are I will forget at least some. To radically separate the data model 

from the controller, I chose to introduce something called the Audio Asset Database. Technically, it is 

an SQL database that has one entry for every sound asset. Figure 8 shows an example screenshot of 

the assets table. In theory, any kind of asset can be represented in the database. But so far, it contains 

only audio files, midi events and Pd patches. 

What makes a relational database powerful, though, are the relations between its items. As of now, 

there are only two types of relations, match and follow: If asset A and asset B have a match relation, 

they can be played at the same time. The match relation is undirected, meaning that if asset A matches 

asset B, then asset B also matches asset A. If asset A can be followed by asset B, they can play after 

each other. Contrary to match, follow is a directed relation. 

It wouldn’t make much sense to store all those assets in a database if I would have to import each 

asset individually in each Unity scene. Therefore, assets can be grouped into sets. A common use case 

would be to store audio files of similar sonic quality within one set, or to store the different assets of 

an evolving piece of music in one set. 

On the Controller Layer, I needed a generalized way to import and use those assets. This is what the 

Audio Asset Controller is for. An instance of this class has a set of assets assigned to it and can be 

triggered by any object from anywhere in the application. These Audio Asset Controllers need to be 

able to interact with each other somehow, so I established two basic relations between them. 

• An asset controller A can control another asset controller B. This means that when A is trig-

gered by some event, A also triggers B. 

• An asset controller A can match another asset controller B. In this case, A doesn’t just load 

any asset when it’s triggered, but it tries to load an asset that matches the asset that B is 

currently playing. It does this by querying the asset database for matching assets. 
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More relations are supposed to be added in the future. Both controlling and matching can have arbi-

trary levels of hierarchy: Controller A can control/match controller B, which controls/matches control-

ler C and so on. It is also possible that controller A controls controller B, but at the same time controller 

A matches controller B: In this case, when A is triggered, it triggers controller B before choosing its 

own asset, and then chooses an asset that matches B’s new asset. A controller can control an arbitrary 

number of other controllers, but it can match only one controller at a time. Circular dependency is 

prohibited: A controller a that controls controller B cannot at the same time be controller by B. The 

same goes for matching. 

 
Figure 8: The Audio Asset Database 

Asset controllers have properties that can be changed anytime (triggered by events or continuously 

modulated by a filter): They can change asset sets, adjust trigger probability (0 = never trigger, 1 = 

always trigger), stride (1 = trigger on every event), choice mode (sequential, random, cycle round 

robin, random lazy) or playback mode (one shot, loop).  

These concepts are quite abstract, so it is indicated to illustrate them with a practical example. 

7.5 A More Complex Example: Interactive Music 

To test if and illustrate how the individual elements work together, I set up a scene that aims to play 

pseudo-generative music while running, taking into account all the parameters I have derived until 

now. I say generative because the music unfolds depending on the runner, takes into account her/his 

movement state, speed and steps, and synthesizes bass notes in real-time with a PureData patch. I 

say pseudo because the scene also uses various sets of prefabricated sound assets. 

The sound assets consist of two sets of guitar chords and one set of string samples with 12 assets each 

(one for every semitone of an octave). The strings assets were built with an Ableton Live strings sample 

library and play a minor 2nd. The guitar plays a minor chord with added minor 6th, resulting in a minor 
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2nd between the perfect 5th and the minor 6th. This minor 2nd is the match relation between the con-

trollers, which is stored in the Audio Asset Database. The guitar chords were played on a Fender Tel-

ecaster through a Line6 Helix Effect Pedal, which also has a built-in amplifier simulation, and then 

recorded with an RME audio interface. Each chord was recorded twice with different pluck intensity 

and amplifier settings. 

 
Figure 9: Interactive Music Scene (Simplified) 

The microphone input Pd patch is the one from example 1 (chapter 7.1). The other Pd patch is a mon-

ophonic bass synthesizer I made, which has some basic controls such as ADSR curves for amp and 

filter, as well as controls for glide and mod10. Parameters can be controlled, and notes triggered from 

Unity. Having one sine and one saw oscillator, it is fairly simple, but it does just what it should (and 

also, it runs fine on the Apple Watch!). 

A simplified layout of the scene is shown in Figure 9. There are four Audio Asset Controllers involved 

here. Controller 1 hosts the two sets of guitar chords. Controller 2 hosts the set of strings. Controller 

 
10 Mod is for modulation and, in this case, slightly shifts the frequency of the saw oscillator. 



 40 

3 hosts a set of midi notes (in fact, all midi notes from 0 to 127 – the controller chooses the right ones 

from the database by matching). 

Triggering: Every step event triggers both controller 1 (guitar) and controller 3 (bass synth), but while 

controller 3 has a stride of 1 and a probability of 1, making it trigger on every step, controller 1 has a 

stride of 15 and a probability of 90%, meaning it plays only every 15 steps and occasionally skips an 

opportunity to play a chord. Controller 2 (strings) is not triggered directly by step events, but by con-

troller 1. This is because, although these are separate sets and could as well be used individually in 

other scenes, in this scene, I want them to sound like one sonic element: the strings of controller 2 

serve as a subtle sustain supporting the impulsive and quickly decaying guitar chords. 

Matching: Controller 1 (guitar) doesn’t match any other controller. Its Choice Mode is set to cycle 

round robin, so it plays a different chord whenever triggered. Controllers 2 (strings) and 3 (bass synth) 

both match controller 1 (guitar), so whenever they are triggered, they look up what asset controller 1 

(guitar) is currently playing and query the database to find out which of their own assets match the 

former. For the bass synthesizer, I limited the matching midi notes to about 1.5 octaves, to make sure 

it never loses its “bassy” feel. Controller 3 (bass synth) has its Matching Mode set to Always. This 

means that it will not play any asset if it can’t match with controller 1. This way, it will not trigger any 

note as long as controller 1 is not playing anything, although it is not directly controlled by controller 

1. This will probably become a common use case, because it enables horizontal polyphony: Asset Con-

trollers can operate independently from each other, each reacting to different events, while at the 

same time matching their assets among each other. Controller 3 (bass synth) has its Choice Mode set 

to Random Lazy. This means that it only changes asset when it has to, because its current asset doesn’t 

match with the new asset of controller 1 (guitar). This way, the scene tries to evoke the feeling of 

playing a hypnotic bassline with the runner’s own footsteps. 

As for input data and parametrizing, the scene uses three filters and three state detectors. Filter 1 is 

just the statistics object to detect leg movement, as already used in example 1. Detector 1 uses filter 

1’s output to decide whether the user is moving her/his feet. Filter 2 takes the output of detector 1 as 

input and has a very long attack and a short release. As the user is running, it slowly modifies the 

parameters of the bass synthesizer patch as well as Unity’s master track, opening the filters, but it falls 

back to its initial value rather quickly when the user stops or becomes too slow. This corresponds to 

the idea of example 1, that the user has to “run for the music”. But here, filter 2’s release is additionally 

being modulated by another filter (filter 3), which has an even longer attack and an infinite release 

(meaning its output value will always increase or stagnate, but never decrease). Filter 3 is here to 

reward the user’s progress: The longer s/he has already been running (that is, the more effort s/he 
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put into running), the longer it takes for the music to vanish and drop her/him out of runner’s high 

when s/he stops or becomes too slow. 

Detector 3 fires an event when the user has been running for a certain amount of time (about 10 

minutes), changing controller 1’s assets from the first to the second set of guitar chords (“advancing 

to the next state”). 

The result of this setup is an interactive music scene that is driven both by the effort, as well as the 

footsteps of the runner. When s/he starts running, the bass synth slowly becomes audible, playing a 

note whenever s/he takes a step. As argued in chapter 6.4, interpreting continuous signals as momen-

tary events comes at a risk. Therefore, the synthesizer notes have an attack phase of about 100ms, 

smoothing out inaccuracies of the tracking. Then, the guitar chords and strings unfold. The bass syn-

thesizer gets “beefier” the longer the run lasts. Originally, when the runner started a sprint, additional 

binaural sources were triggered to give the feeling of a boost. They passed to the runner’s left and 

right at a high speed, to evoke the feeling that the runner her/himself is moving very fast. This way, I 

tried to create a feeling of exaggerated speed, such as in racing games. But this did not work as ex-

pected, as using spatial audio needs special/spatial considerations (see also chapter 8.2). 

This interactive music scene serves two purposes. First, as already mentioned, many runners listen to 

music when running and I argue this could be the link they need to adopt AR technology into their 

running. Second, interactive music is a good way to demonstrate how the data base and the control-

lers work together, because to a certain extent, a listener can tell just from listening which sound 

assets match each other. Not least, this also made testing and evaluating the prototype easier, be-

cause I could always and without doubt tell if something was “wrong”. Naturally, augmenting a run 

does not necessarily involve music, as can be seen in the tape recorder example (chapter 7.2). Complex 

scenes that only use non-musical sonic material are just as imaginable.  
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8 After the Run: Stretching 
Evaluation and Outlook 

This thesis discussed the implementation of a prototype for interactive audio experiences for runners. 

At the beginning, I thought of running as a use case for spatial audio. But in the process, the focus 

shifted away from spatial audio to a much more general investigation of the sonic interaction potential 

that is offered by running. Or, to put it differently: Spatial audio is a way to present a story, but soon I 

became much more interested in what constitutes the story of running in the first place and how it 

could be translated into sound.  

8.1 Evaluation 

One could say I covered about the distance I had originally planned, but at the end of the run I ended 

up in a quite different place than expected. Consequently, my work was more and more driven by 

field experiments and personal experience, than by (spatial audio) literature and theory. 

At times, the terrain was harder than expected. The low-level implementation was tedious and didn’t 

offer much enjoyment in terms of sound, but in the end, it was worth the struggle, as it enables to do 

rather complex audio processing on the binaural input signal with very low latency. 

The resulting software is a prototype and still has some limitations to overcome. iOS only provides 

accelerometer data to an application while it is in foreground. Thus, counter-intuitively, the screen 

has to be turned on all the time when using the app, which is a waste of battery. I emphasized the 

importance of incorporating the runner’s own listening habits into an AR audio app. This includes ac-

cessing the audio buffer data of the user’s music and doing audio processing on it. The prototype 

currently contains only a sample song, but on iOS, it is possible to get audio sample data from all tracks 

contained in the Music Library (formerly called iTunes) and even access playlists. But it is not clear yet 

how the same could be achieved with music streaming apps such as Spotify or Youtube Music, as there 

is no possibility to access their audio output stream. Right now, probably the only way would be to 

seek direct collaboration with a music streaming app company. 

Low latency is not equal to no latency: As of now, the prototype uses a buffer size of 64 samples for 

libPd, resulting in approximately 1.5s of minimum latency. The actual latency is slightly higher. While 

it is theoretically possible to lower the buffer size, this would also increase the risk of audio dropouts. 

The coexistence of Unity and libPd offered many advantages for prototyping. But if a publicly or even 

commercially available application was to be built out of it, it is questionable if both should be kept. 

First, sound designers would have to learn both environments in order to build scenes. Second, the 

current architecture of the app does not have a single master audio track. Instead, libPd and Untiy 

each have their own audio output stream (see figure 2). Thus, common mastering techniques such as 
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compressing and limiting the sum of all audio tracks cannot be applied. One option is to master both 

Unity’s and libPd’s output stream individually and leave enough headroom to make clipping unlikely. 

But on the other hand, an app that is used outside in noisy environments is well advised to not artifi-

cially limit its output volume.  

The movement recognition could certainly be improved. The prototype combines several relatively 

simple recognition techniques. Possibly, implementing a more complex algorithm that matches whole 

patterns of movement would increase the robustness. On the other hand, from a sound designer’s 

perspective, it can be a clear advantage to have several easy to understand and freely combinable 

recognition techniques. This way, a sound designer can tweak the movement recognition to her/his 

needs.  

My goal was to develop a system that is very low threshold. Besides being usable with off-the-shelf 

hardware, it should also feature sonic interactions that are easy to understand form the beginning. 

Thus, from an artistic perspective, one of the main sound design challenges is to build sonically com-

plex and rich scenes while not undermining the intelligibility of the interaction.  

All things considered, I would say the strength of my approach to interactive audio experiences for 

running is that it provides a toolbox for interactive sonic narration that makes it relatively easy to stick 

new worlds together, being highly modular and at the same time capable of complex audio processing, 

while hiding the “nasty stuff” under the hood. It acknowledges the narrative capabilities of audio pro-

cessing, without relying on traditional verbal storytelling. Its sound design potential has by for not 

been fully exploited yet, as the development of the basic concepts and software took a considerable 

amount of time and work. 

Last, but not least, the possibility of audio processing on smart watches offers interesting new per-

spectives for sound designers and developers likewise. 

8.2 Why Binaural Rendering Did Not Work (Yet) 

What I hoped for when trying to mix binaural environment monitoring with virtually placed, binaurally 

rendered sound sources, was the following: “While visual AR offers the most dramatic effect, it is easy 

to tell the real and augmented parts apart. This could be different with augmented auditory infor-

mation” (Indans et al., 2019, p. 42). My original thought was that, if the environment is not heard 

directly, but through binaural microphones, it would be much easier to blend virtual sources into it, 

to the point they become indistinguishable from the real ambience. 

A major problem with spatialized audio arises from the fact that my app is intended to be used outside 

and anywhere. Spatial audio has been successfully implemented in audio walks, with impressive re-

sults (see for example Hauert et al., 2021). But contrary to a pre-scripted soundwalk, my app should, 

by my own definition, not care about the exact location of the user. Thus, it knows nothing about the 
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type of environment it is used in. This makes it particularly susceptible to the room divergence effect 

that has been discussed in chapter 2.3. But what I found to be just as difficult to deal with was some-

thing I would call loudness divergence effect: Spatialized audio sources would sound unnatural and 

not very convincing whenever they appeared unrealistically loud compared to hearing expectations 

of similar sonic events, even when the other sonic cues for externalization described by literature were 

respected. Often, externalization would completely break down. A simple solution to this problem 

would be to play spatialized sources only at their “natural” volume, but then, depending on the nois-

iness of the environment, some of them would possibly be lost to masking. To overcome this limita-

tion, one could analyze the audio input from the microphones for loudness and some spectral cues, 

thus giving more hints on what binaural sources are adequate for the situation. While this was theo-

retically possible, it would require deeper examination. One such approach can be found in literature 

(see Albrecht et al., 2011). 

Another challenge arises from running itself. Running is a highly directed movement, and it narrows 

the focus to the front direction. At first glance, this only seems true for the visual focus, because a 

runner would stumble or fall if not paying attention to what lies in front of her/him. In contrast, hear-

ing does not have any dead angles. But when developing the prototype, I realized that zooming in on 

the front direction also impacts hearing. Lateral translations of virtual sound sources would often 

counteract my subjective feeling of being immersed, even when they sounded plausible. So, the chal-

lenge of spatial audio within running apps is not only one of successful externalization. It is just as well 

a question of finding ways to use spatial audio in a way that supports the overall experience. Hyper-

bolically, I would argue that spatial audio aims at the illusion of 3D sound, while the subjective per-

ception of space of a runner is not necessarily a three-dimensional one. 

8.3 Outlook 

The described prototype offers a toolbox to augment the experience of running purely through sound, 

but it doesn’t yet feature a full-fledged implementation of a run (e.g., a half-marathon). The imple-

mented examples (see chapters 7.1, 7.2 and 7.4) illustrate the core features and are to be seen mostly 

as proofs of concept. Involving other sound designers to create their own scenes would allow for ex-

posing weaknesses of the prototype as well as adding more variety to its content. Conducting field 

tests with test persons having varying expertise in sound arts and running (none at all to professionals) 

could give additional insights. The implementation and its discussion also exposed questions that have 

to be addressed by research, such as the potential of spatial audio for the specific use case of running 

apps. The extraction of momentary events from continuous signals could profit if studied with a strong 

focus on sound design. Finally, studying audio processing techniques from a narratological perspective 

could improve the understanding of sonic storytelling.   
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Appendices 

A. Audio & Video Documentation 

It is difficult to make sound tangible in a written form. Therefore, audio and video documentation as 

well as PureData patches can be found here: https://achimb.ch/runnershigh. 

B. Code Documentation 

The complete code documentation can be found here: https://achimb.ch/doc  

C. Source Code 

The full source code of the prototype can be found here: 

https://gitlab.fhnw.ch/hannes.barfuss/runnershigh 

D. Instructions on Using the Prototype 

• Launch the App “RunnersHigh”. 

• Select a scene. This takes some seconds because of pre-loading large audio-files. 

• Do not turn off the screen! Otherwise, iOS will stop sending accelerometer data to the app. 

• Put the phone in the pocket of your pants. Rotation/Orientation does not matter. 

• Scenes 1 and 3 are designed for binaural headphones such as the Sennheiser AMBEO Smart 

Headset. While they work with other headphones, it doesn’t make much sense as the binau-

ral audio is lost. 

• Scene 2 can be experienced with any headphones. 

• If using the Sennheiser AMBEO Headset, fixing the control unit somehow at your clothes (or 

holding it in your hand) is advised, as otherwise, it produces rather loud noise when running. 

• In case of questions, contact the author: hannes.barfuss@zhdk.ch  
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